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ABSTRACT

Building roof type detection and building instance segmentation are crucial tasks for
remote sensing applications such as urban planning and disaster management. Recent
advances in deep learning-based object detection and segmentation have demonstrated
outstanding performance in these fields. However, domain shift is a significant chal-
lenge, where differences between training and test data distributions can lead to per-
formance degradation. Traditional domain adaptation methods require access to target
domain data, which is only sometimes feasible. This thesis proposes novel domain
generalization methods that address domain shift without requiring access to target
data. The proposed approach tackles domain shift at both the instance and image lev-
els for roof-type detection from remote sensing images. Consistency regularization
is imposed to enforce alignment between image-level and instance-level domain pre-
dictions. The proposed method, representing a pioneering effort in domain general-
ization for remote sensing object detection, is evaluated using the IEEE Data Fusion
Contest 2023 dataset. Similarly, for building instance segmentation, Mask R-CNN is
enhanced with image, instance, and pixel-level domain adversarial modules to extract
domain-invariant features, aiming to solve the problem in a domain generalization set-
ting without target labels or data. Promising outcomes are shown by preliminary re-
sults from cross-continent domain generalization experiments, indicating the potential
of proposed methods to improve the robustness of remote sensing applications in varied
contexts.

Keywords: Remote Sensing, Object Detection, Instance Segmentation, Domain
Generalization, Building Detection, Building Segmentation
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OZET

Cat1 tipi tespiti ve bina 6rnekleme ayrimi, kentsel planlama ve afet yonetimi gibi uzak-
tan algilama uygulamalari i¢in 6nemli gorevlerdir. Derin 6grenme tabanli nesne tespiti
ve ayrimi konusundaki son gelismeler, bu alanlarda olaganiistii performans sergilemistir.
Ancak, dnemli bir zorluk, egitim ve stnama veri dagilimlari arasindaki farklarin perfor-
mans diisiisiine yol acabilecegi alan kaymasidir. Geleneksel alan uyarlama yontemleri
hedef alan verilerine erisim gerektirir ki bu her zaman miimkiin degildir.

Bu baglamda, bu tez, hedef alan verilerine erisim gerektirmeyen alan kaymasini ele
alan yeni alan genelleme yontemleri onermektedir. Uzaktan algilama goriintiilerinden
cat1 tipi tespiti i¢in Onerilen yaklagim, hem 6rnek hem de goriintli seviyesinde alan
kaymasini ele alir. Ayrica, goriintii ve drnek seviyesindeki alan tahminleri arasinda
hizalamay1 saglamak i¢in tutarlilik diizenlemesi uygulanir. Uzaktan algilama nesne
tespiti i¢in alan genelleme konusunda 6ncii bir ¢caba olan onerilen yontem, IEEE Data
Fusion Contest 2023 veri seti kullanilarak degerlendirilmistir.

Benzer sekilde, bina 6rnekleme ayrimi i¢in, Mask R-CNN, hedef etiketleri veya verileri
olmadan alan genelleme ayarinda sorunu ¢6zmeyi amaglayarak alan bagimsiz 6zellikler
¢ikarmak i¢in goriintii, 6rnek ve piksel seviyesinde alan adversaryal modiillerle gelistir-
ilmistir. Kitalar arasi alan genelleme deneylerinden elde edilen 6n sonuglar, 6nerilen
yontemlerimizin farkli baglamlarda uzaktan algilama uygulamalarinin dayanikliligini
artirma potansiyelini gostererek iimit verici sonuglar ortaya koymaktadir.

Anahtar Kelimeler: Uzaktan Algillama, Nesne Tespiti, Ornek Boliitleme, Alan
Genelleme, Bina Tespiti, Bina Boliitleme
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1. INTRODUCTION

1.1. Problem Definition

The rapid progress in sensor technologies has greatly increased the quantity and quality
of high-spatial-resolution remote sensing images. These advancements have enabled
more sophisticated processing techniques like object detection and instance segmenta-
tion. Object detection identifies and classifies objects using bounding boxes, whereas
instance segmentation goes further by producing pixel-level masks that accurately de-
lineate the shape of each object instance. This ability to detect and segment objects
with pixel-level precision is directly applicable to urban planning, such as identifying

buildings and vehicles, and to maritime traffic monitoring for ship detection.

The advent of deep learning (DL) has resulted in convolutional neural networks (CNNs)
showcasing exceptional performance in the domains of instance segmentation and ob-
ject detection within remote sensing. Despite their effectiveness, these methods present
notable challenges. They rely heavily on large amounts of labeled data, which is labor-
intensive and time-consuming to gather. Furthermore, DL models presume that the
training and testing datasets share the same distribution, an assumption that often fails

in practical applications.

DL models usually struggle when there is a difference between the distributions of the
test and training data, known as domain shift. Domain shift can occur due to various
reasons, such as changes in lighting conditions, different viewpoints, variations in sen-
sor types, and other environmental factors. Addressing domain shifts proves crucial
for maintaining the resilience and precision of DL models when deployed in practical

scenarios.

Two primary strategies for addressing domain shift are domain generalization (DG) and

domain adaptation(DA).

DA entails modifying a model that has been trained on a source domain so that it can
perform well on a distinct but related target domain. This adjustment process requires

access to target domain data during the training phase.

Conversely, DG seeks to train a model using one or more source domains to ensure it



generalizes effectively to an unseen target domain without utilizing any target domain
data during training. This is accomplished by learning features that remain consistent

and reliable across various domains.

Both DA and DG address the issue of domain shift, but they employ fundamentally
different approaches. DA leverages information from the target domain to adjust the
model according to the specific attributes of the target setting. Conversely, DG strives

to develop a universally resilient model capable of excelling in various domains.

1.2. Aim and Scope

This thesis aims to develop and assess new domain generalization methods specifically
designed for remote sensing applications, with a particular emphasis on object detection

and building instance segmentation. The specific objectives are:

Enhancement of Object Detection: A domain generalization method is developed to
enhance the accuracy and reliability of object detection in remote sensing images. This
approach tackles domain discrepancies at the image and object levels, incorporating a

regularization method for consistency to reinforce robustness further.

Advancement of Building Instance Segmentation: To design a domain generaliza-
tion approach to improve building instance segmentation. This method addresses do-
main shifts at image, instance, and pixel levels, ensuring more precise segmentation

results.

Comprehensive Evaluation: To rigorously evaluate the proposed domain generaliza-
tion methods using the IEEE (Institute of Electrical and Electronics Engineers) Data
Fusion Contest 2023 dataset across various settings. This includes testing the methods

under different conditions to validate their effectiveness and generalizability.

1.3. Contributions

The contributions of this thesis are the following:

1) Developed a domain generalization method to enhance object detection in remote
sensing images by addressing domain shifts at the image level and instance level.

Furthermore, a method for enhancing the robustness of domain generalization



was proposed through the introduction of a consistency regularization technique.

i1) Evaluated the proposed domain generalization method using the IEEE Data Fu-

sion Contest (DFC) 2023 dataset [10] in two different settings.

iii) Developed a domain generalization method to improve building instance segmen-
tation in remote sensing images, addressing domain shifts at the image, instance,

and pixel levels.

1v) Assessed the proposed domain generalization method for building instance seg-

mentation using the IEEE DFC 2023 dataset.

v) The proposed domain generalization methods for object detection and instance
segmentation are the first to apply domain generalization to these tasks in remote

sensing images.

1.4. Outline

The thesis is organized as follows:

Chapter 2 provides the theoretical background necessary for understanding the re-
search context, covering topics such as remote sensing, object detection, instance seg-

mentation, and domain generalization.

Chapter 3 details the proposed domain generalization method specifically designed

for object detection in remote sensing images.

Chapter 4 explains the domain generalization method for instance segmentation of
buildings from remote sensing images, describing the enhancements made to the Mask

R-CNN (Region-based Convolutional Neural Network)framework.

Chapter 5 concludes the thesis by providing a summary of the work and proposing

directions for future research.



2. THEORETICAL BACKGROUND AND RELATED
WORKS

2.1. Fundamentals of Remote Sensing

Remote sensing is a crucial process (Figure 2.1) in acquiring and interpreting infor-
mation about the Earth’s surface without physical contact. This process serves as the
cornerstone of numerous scientific and practical applications, offering a broad spec-
trum of capabilities through the use of various platforms and sensors. The data col-
lected via remote sensing can be harnessed for environmental monitoring [11], urban
planning[12], disaster management [13], agriculture [14], and climate change studies
[15], among other uses. Each platform used in remote sensing, including satellites [16],
aircraft [17], and unmanned aerial vehicles(UAVs) [ 18], presents unique strengths and
limitations, which are carefully considered depending on the specific requirements of

a given application.

THE REMOTE SENSING PROCESS
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Figure 2.1: A visual overview of the remote sensing process [1].

Satellites, for example, provide extensive global coverage and the potential for long-
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term temporal monitoring, making them particularly valuable for large-scale and lon-
gitudinal studies. However, the revisiting time of satellites can be prolonged, and their
data may be subject to atmospheric inference, which can degrade image quality. Air-
craft, on the other hand, offer higher spatial resolution and greater flexibility in data
acquisition compared to satellites, making them ideal for regional studies and rapid re-
sponse scenarios. The downside to using aircraft lies in their operational costs and the
limited coverage they provide. UAVs, characterized by their high spatial and temporal
resolution, are especially useful for detailed analysis of small areas. Nonetheless, their
flight range, duration, and susceptibility to weather conditions impose certain opera-

tional constraints.

In addition to the diversity of platforms, the applications of remote sensing are equally
varied. The technology is instrumental in environmental monitoring, where it is em-
ployed to track land-use changes, deforestation, and the health of water bodies, as
well as to monitor natural disasters. In agriculture, remote sensing aids in assessing
crop health, predicting yield potentials, and optimizing farming practices. Urban plan-
ning also benefits significantly from remote sensing, with applications ranging from
the analysis of urban growth and infrastructure development to monitoring land cover
changes. Disaster management is another critical area where remote sensing plays a
crucial role, facilitating the mapping of flood zones, tracking wildfires, and evaluating
damage following natural disasters. Moreover, remote sensing contributes to climate
change studies by enabling the monitoring of climate patterns, sea-level changes, and

the broader impacts of climate change.

However, the field of remote sensing is not without its challenges. One of the most
significant hurdles is the sheer size and complexity of the data generated, which re-
quires substantial computational resources for processing and analysis. Additionally,
atmospheric conditions and other environmental factors can affect the quality of the
captured data, introducing noise that must be accounted for during analysis. The lim-
itations inherent to each sensor—whether in terms of spatial, spectral, or temporal
resolution—necessitate careful selection based on the intended application to ensure
the data’s utility. Furthermore, the interpretation of remote sensing data is inherently
complex, often demanding expertise in both image processing and the specific domain

of application to extract meaningful insights.



The characteristics of remote sensing images further underscore the complexity of their
analysis. These images are typically captured across multiple spectral bands, including
those beyond the visible spectrum, such as infrared and microwave radiation, which
can reveal otherwise invisible features and properties. The spatial resolution of re-
mote sensing images varies, representing the Earth’s surface with different degrees of
detail that can range from meters to kilometers per pixel. Temporal resolution is an-
other critical factor, providing data at different revisit frequencies, which is essential
for monitoring changes over time. Additionally, the type of data generated by remote
sensing systems can vary significantly, including optical imagery [19], radar imagery
[20], hyperspectral imagery [21], and LiDAR data [22], each offering unique insights

and applications.

In conclusion, the fundamentals of remote sensing encompass a wide array of platforms,
applications, challenges, and image characteristics. This diversity highlights the im-
portance of remote sensing as a tool for acquiring and interpreting critical information
about the Earth’s surface while also pointing to the ongoing need for advancements
in technology and methodology to address the challenges faced by practitioners in the
field.

2.2. Object Detection and Instance Segmentation

Object detection is a vital task in computer vision that entails identifying and classi-
fying objects within an image. Unlike image classification, which assigns a singular
label to an entire image, object detection predicts the object categories and their exact
locations within the image. The primary aim of object detection is to provide a detailed
understanding of an image’s content, which is essential for many computer vision ap-
plications. This includes recognizing what objects are present and determining their

positions and sizes.

Object detection is the foundation for more advanced tasks like scene understanding, in-
stance segmentation, and object tracking. Instance segmentation, in particular, extends
beyond traditional object detection by not only identifying and localizing objects within
an image but also precisely segmenting each object. Both instance segmentation and

object detection are crucial for a wide range of applications, from [23] remote sensing



applications such as urban planning [24, 25], ship detection [20, 26], and environmental

monitoring [27, 28] to autonomous vehicles.

2.2.1. Object Detectors

The traditional object detection pipeline consists of three main stages: region selection,
feature extraction, and classification [29]. During the region selection stage, methods
like selective search [30] or sliding window approaches are used to identify potential
areas within the image where objects might be found. These identified regions are
then processed in the feature extraction stage, where handcrafted features such as scale-
invariant feature transform (SIFT) [31], histogram of gradients (HOG) [32], and Haar-
like features [33] are computed to capture the visual characteristics of the objects. In
the final classification stage, these features are utilized to train ML classifiers such
as support vector machine (SVM) [34], AdaBoost [35], deformable part-based model

(DPM) [36], and decision trees to categorize the objects into predefined classes.

However, traditional object detection methods have several limitations. One major
drawback is their reliance on handcrafted features and shallow architectures, which

makes them less effective at handling scale variations, occlusions, and complex scenes.

Conversely, DL-based object detection methods offer significant advantages with the
rise of deep neural networks (DNNs). They use CNNs to automatically learn discrimi-
native features from data, enabling them to better manage complex object appearances
and backgrounds. Two-stage and one-stage detectors are two types of DL-based object

detection frameworks.
Two-stage Object Detectors

These types of object detectors follow the traditional object detection pipeline. As their
name implies, object detection takes place in two stages. First, potential object regions
are identified, and each proposal is classified into various object categories. Examples
of detectors in this category include R-CNN [2], Fast R-CNN [3], Faster R-CNN [4],
and Mask R-CNN [8].

R-CNN is the pioneering study that introduced the concept of using region propos-
als to detect objects within an image. It utilizes a technique called selective search to

generate these region proposals. Subsequently, each proposal is warped into a fixed
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size, as required by CNN, which is then employed to extract features, resulting in a
final representation for each proposal. Thanks to their substantial learning capacity,
expressive capabilities, and hierarchical structure, CNNs enable the extraction of de-
tailed and reliable feature representations for each region. Following this, classifiers
specific to each object category are applied across multiple classes, scoring different
regions against positive and background regions. Subsequently, adjustments are made
to these regions through bounding box regression, and they are filtered using a greedy
nonmaximum suppression (NMS) technique, resulting in the final bounding boxes that

preserve object locations. Fig. 2.2 shows an illustrative depiction of R-CNN.

R-CNN: Regions with CNN features
WarpeJd region ﬂ‘ aerople%ne? no. |

Sl T

> N
. /B ~ 41 tvmonitor? no. |
1. Input 2. Extract region 3. Compute 4. Classity

image proposals (~2k) CNN features regions

Figure 2.2: An illustrative depiction of R-CNN [2].

Fast R-CNN improves upon R-CNN by enhancing the efficiency of object detection.
Unlike R-CNN, Fast R-CNN utilizes a shared CNN to efficiently extract features from
the entire image instead of independently extracting CNN feature vectors for each re-
gion proposal. This streamlined approach removes the need to compute CNN features
separately for each region proposal, significantly speeding up the process. It also re-
places the pretrained categoric linear SVMs with a softmax layer. The introduction of
the region of interest(Rol) pooling layer is crucial in aligning the region proposals with

the CNN features, further enhancing the model’s performance.

In summary, Fast R-CNN marks a substantial advancement in object detection, combin-
ing the accuracy of CNN-based feature extraction with the speed necessary for practi-
cal applications. Fig. 2.3 shows a visual representation of Fast R-CNN. Faster R-CNN
builds upon the frameworks of R-CNN and Fast R-CNN. It addresses the limitation of



region proposal generation, a time-consuming step in the previous models.

Outputs: bbox
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Figure 2.3: A visual representation of Fast R-CNN [3].

Faster R-CNN integrates an RPN within the DNN, facilitating highly efficient op-
eration by utilizing shared features across the detection network. This allows Faster
R-CNN to simultaneously predict object proposals and their corresponding bounding
boxes. This integration streamlines the process, eliminating the need for selective
search or external region proposal methods. Importantly, the RPN incorporates the
ROI pooling layer, which uniformly extracts feature vectors of the same size from all
proposals within a single image, ensuring robustness in object detection by aligning the
proposed regions with the feature map. The RPN efficiently generates region propos-
als, enhancing the speed and accuracy of object detection. It achieves state-of-the-art
results in object detection while significantly reducing computation time, making it
highly effective for numerous real-world applications. Fig. 2.4 shows a graphical illus-

tration of Faster R-CNN.
One-stage Object Detectors

While two-stage detectors have demonstrated remarkable success, one-stage object de-
tectors provide an alternative paradigm that simplifies the detection pipeline. In con-
trast to the two-stage detectors, one-stage detectors integrate region proposal and clas-
sification into a single step, aiming to reduce computational complexity and improve
real-time performance. This category of detectors is particularly beneficial for real-time

applications demanding high speed, such as robotics and video analysis. Examples of
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Figure 2.4: A visual representation of Faster R-CNN [4].

detectors in this category include YOLO [5], SSD(Single Shot MultiBox Detector) [6],
RetinaNet [37], EfficientNet [38], and DETR(DEtection TRansformers) [7].

YOLO revolutionizes object detection as a one-stage detector that simplifies the task
by treating it as a single regression problem. Unlike traditional methods that break
the task into multiple steps, YOLO processes the entire image at once using a single
neural network, making it highly efficient and suitable for real-time applications. As
shown in Fig. 2.5, YOLO divides the image into a grid, simultaneously identifying
bounding boxes and class probabilities for each grid cell. This method significantly
reduces computation time and allows for high-speed detection, making YOLO ideal for
applications such as video analysis, autonomous navigation, and industrial automation,

where both speed and accuracy are critical.

SSD is another widely-used one-stage object detection framework known for its bal-
ance between speed and accuracy. SSD enhances traditional detection methods by gen-
erating a predefined set of bounding boxes with diverse aspect ratios and scales across

multiple feature maps at varying resolutions. This multiscale approach enables SSD

10
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Figure 2.5: A visual representation of YOLO [5].

to effectively detect objects of different sizes. Compared to two-stage detectors, SSD
achieves faster detection speeds by integrating feature extraction and bounding box
prediction within a single network. Its efficiency and reliability make it ideal for appli-
cations such as mobile platforms, real-time video processing, and embedded systems,
where computational resources are constrained. The structure of SSD is illustrated in

Fig. 2.6.
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Figure 2.6: Architecture of SSD [6].

DETR introduces a revolutionary approach to object detection by employing trans-
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former architectures typically used in natural language processing. As a one-stage
detector, DETR eliminates the need for region proposal and postprocessing steps. It
treats the entire image as a sequence, directly predicting object bounding boxes and
class labels in one step. Leveraging the transformer’s attention mechanism, DETR
captures global context and object relationships, thereby enhancing detection perfor-
mance. By simplifying the pipeline and removing the dependency on anchor boxes,
DETR represents a significant shift in object detection methodologies, offering a more
straightforward and scalable solution for complex detection tasks in diverse applica-
tions such as autonomous driving, surveillance, and medical imaging. Fig. 2.7 shows

a visual depiction of DETR.
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Figure 2.7: A visual depiction of DETR [7].

2.2.2. Instance Segmentation Approaches

As previously discussed, instance segmentation plays a critical role in computer vision.
Similar to object detection, instance segmentation identifies and precisely locates dis-
tinct objects in an image. However, it goes beyond delineating the exact boundaries of
these objects through pixel-level labeling. In contrast to semantic segmentation, which
groups pixels based on broad categories without distinguishing between multiple in-
stances of the same class, instance segmentation distinguishes between individual oc-
currences of objects within the same category. This approach results in an image where

every pixel is categorized according to the specific object it belongs to.

Instance segmentation can be approached through two primary methods: detection-

12



first and segmentation-first [39]. In detection-first methods, the process starts with
identifying objects of interest and subsequently segmenting the pixels within the iden-
tified regions. On the other hand, segmentation-first methods employ unsupervised
techniques where each pixel’s label is initially classified at the pixel level, followed by

segmentation into individual instance-level objects.
Detection-first Methods

Detection-first methods, a popular approach in instance segmentation, begin with an
object detection framework. This framework initially detects objects using bounding
boxes. Recent techniques mainly utilize approaches based on R-CNN and their vari-
ations. These methods start by generating candidate regions through selective search
algorithms, then use CNNs to determine the object’s class, thereby completing instance

segmentation.

Detection-first methods, widely adopted in instance segmentation, commence with
an object detection framework. This framework begins by detecting objects using
bounding boxes. Modern techniques often utilize R-CNN-based approaches and their
derivatives. Like R-CNN, these methods generate region proposals through selective
search algorithms. Subsequently, CNNs are employed to classify the object’s category,

thereby achieving instance segmentation.

Mask R-CNN extends Faster R-CNN by introducing a parallel branch for predicting
object masks alongside bounding box prediction. Unlike Rol pooling in Faster R-CNN,
which involves coarse spatial quantization during feature extraction, Mask R-CNN em-
ploys the Rol Align method. This method, replacing Rol pooling’s harsh quantization
with bilinear interpolation [40], ensures precise alignment of feature extraction with the
underlying feature map. This alignment preserves spatial information, enhancing pixel-
wise segmentation accuracy. Mask R-CNN excels in generating accurate segmentation
masks for each identified object, making it highly effective for instance segmentation
tasks. It is widely recognized for its role in applications demanding detailed object com-
prehension and pixel-level precision, solidifying its importance in the field of computer

vision. Fig. 2.8 provides a visual overview of Mask R-CNN.

Another network known as MaskLab, introduced by Chen et al. [41], is built upon
the Faster R-CNN framework. MaskLab, in contrast to Mask R-CNN, incorporates a
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semantic segmentation branch aimed at improving the precision of object masks. It also
adopts a shared feature pyramid network (FPN) [42] to facilitate concurrent operation

of all three branches, thereby optimizing computational efficiency.

Cascade Mask R-CNN [43] extends Mask R-CNN by using a sequence of CNNss to it-
eratively refine object proposals and segmentation masks. This approach uses a distinct

CNN at each cascade stage to enhance accuracy and decrease false positives.

Hybrid Task Cascade(HTC) [44] is an instance segmentation technique rooted in the

R-CNN framework. It exploits local and global context cues to boost object detection

across diverse sizes and shapes, thereby achieving higher accuracy than the original

R-CNN approach.

g

RolAlign

Y

Figure 2.8: A visual representation of Mask R-CNN [8].

Segmentation-first Methods

Segmentation-first methods initiate by conducting semantic segmentation on images
to classify each segment into its respective class. An illustration of this is found in the
dynamic instantiated network (DIN) [45, 46], which suggests the utilization of distinct
subnetworks for semantic segmentation and instance segmentation. This approach dy-
namically assigns shape and global terms to segmented pixels, addressing challenges
posed by nearby instances. By leveraging semantic segmentation, these methods ex-
tract shapes and features within each segment to distinguish individual instances. Gao

et al. [47] introduce the SSAP (single-shot instance segmentation with affinity pyra-
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mid) model, which makes use of affinity pyramids to capture spatial connections be-
tween pixels, thereby aiding in instance identification without the need for proposal
generation. Within segmentation-first approaches, the accuracy of distinguishing adja-
cent instances within the same category relies on the segmentation’s ability to precisely

capture image features.

2.2.3. Object Detection in Remote Sensing

Object detection plays a pivotial role in extracting valuable information from remote
sensing imagery. It enables identifying and localizing specific objects or features within
vast and complex scenes, fostering applications such as land cover/use mapping, disas-

ter monitoring, precision agriculture, and environmental monitoring.

However, object detection in remote sensing presents unique challenges. The intricate
nature of remote sensing data introduces significant variations in scale, objects with
arbitrary orientations, weak responses from features, and the presence of tiny objects.
Moreover, annotating remote-sensing images demands expertise and is a resource-intensive

process.

Early approaches to object detection in remote sensing initially leaned upon traditional
computer vision techniques such as template matching [48, 49] and prior knowledge
[50, 51], leading to unstable results. Subsequently, machine learning (ML) techniques
[21, 52] became prevalent in remote sensing object detection, treating object detection
by employing an ML model to search for object proposals and extract features. How-
ever, these methods faced limitations in accurately representing objects in challenging

scenarios.

Recent developments in DL methodologies have led to the widespread adoption of
DL-based approaches in remote sensing object detection. These advancements have
significantly enhanced detection performance, primarily attributed to their capacity to
extract sophisticated semantic features and resilient object representations. Moreover,
these methodologies are deemed particularly suitable for tackling the obstacles intro-

duced by the era of extensive data in remote sensing.

In line with the prominent challenges encountered in remote sensing object detection,

existing DL-based remote sensing object detection can be segmented into five cate-
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gories: rotated object detection [53], tiny object detection [16], weak object detection
[54], multiscale object detection [55], and object detection with limited supervision
[19]. A comprehensive examination of DL-based object detection in remote sensing

can be accessed in [56].

2.3. Domain Generalization

ML models have achieved remarkable success in a variety of fields, including computer
vision and natural language processing. These models are designed to learn general and
predictive patterns from training data and then utilize this knowledge to make predic-
tions on previously unseen test data. The standard procedure involves the training of
ML models on the premise that the data for training and testing adhere to an identical
and independent distribution, often denoted as i.i.d., notwithstanding the fact that this
assumption may not hold true in practical settings. When there is a mismatch between
the distributions of the training and test data, known as domain shift, the performance
of ML models often declines. Domain shift can arise due to various factors such as

differences in lighting conditions, viewpoints changes, or sensor types.

One straightforward solution to mitigate the domain shift problem is to collect more
data to improve the quality and diversity of the training set. However, acquiring addi-
tional data is often challenging and time-consuming, and it is unrealistic to expect to

cover all possible deployment scenarios.

Many generalization-related research topics address the domain shift problem, such as
domain adaptation, domain generalization, transfer learning, meta-learning, etc. Among
these, domain generalization has garnered significant attention recently. As depicted
in Fig. 2.9, domain generalization addresses the domain shift problem by learning a
model from one or several different but related domains that can perform well on un-

seen testing domains. For detailed surveys on domain generalization, see [57] and [58].

2.3.1. Problem Definition

Definition 1 (Domain). Let 4 denote the input space and B the output space. A domain
is constituted by data sampled from the joint distribution S = {(a;, b;)};_, ~ P(A, B)

onAxB,wherea € A CR% bec B CR, and n is the number of samples.

16



Art painting

> Training set
Cartoon I

Sketch

> Test set
Photo (

Figure 2.9: Samples from the PACS [9] dataset for domain generalization. The train-
ing set comprises art paintings, cartoons, and sketch images, while the test
set comprises photographic images. DG aims to learn from the training set

to perform well on the unseen test set.

Definition 2 (Domain generalization). Within the domain generalization, we have ac-
cess to K training (source) domains, denoted as Si,qin = {S* |i=1,..., K} where
St = {(a3, y})}?zl represents i-th domain. Note that P (X,Y) # PY(X,Y) with
i #j and i,5 € {1,..., K}.The primary goal of DG is to develop a predictive
function A : X — Y that exhibits strong generalization performance across various
domains. This function is trained using data from K source domains to reduce the pre-
diction error when applied to an unseen test (target) domain S;.s;. Note that S is not

accessible during training and P**) (X Y) # PO(X,Y) fori € {1,..., K}.

2.3.2. Related Research Areas

Multi-task Learning(MTL). The main objective of MTL [59] is to encourage a model
to learn and perform multiple related tasks simultaneously [60, 61]. In contrast to
DG, which focuses on generalizing a model to unseen data distributions (Ps(X,Y") #
P,(X,Y)), MTL enhances the model’s ability to perform well on a specific collection
of tasks that it has been trained on (Ys; = Y;). Despite the differences in their problem

setups, some domain generalization methods leverage the principles of MTL [62, 63].
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Transfer learning. Transfer learning (TL) [64] entails training a model on one domain
or task to gain knowledge that can enhance its performance on a different but related
target domain or task. A common example of TL is fine-tuning, where DNNs are
initially pre-trained on extensive datasets like ImageNet [65] and subsequently fine-
tuned for a specific downstream task. While TL necessitates access to target data for
adapting the model to new tasks, DG operates under the assumption that no target data
is available, concentrating instead on generalizing across domains. It is important to
note that both TL and DG involve a shift in the target distribution compared to the

source distribution.

Domain Adaptation. Domain adaptation [66, 67] has gained significant popularity in
recent years and is closely related to DG, with substantial research dedicated to it [68—
70]. Both DA and DG aim to address the issue of domain shift. However, the crucial
difference between them lies in the fact that DA utilizes target domain data during the
training phase, whereas DG does not, rendering DG a more challenging yet pragmatic

approach compared to DA.

2.3.3. Domain Generalization Methods

This section classifies existing DG methods according to their methodologies: data

manipulation, representation learning, and learning strategy.

Data manipulation. The importance of the training data’s quantity and variety cannot
be overstated when considering the ability of ML models to generalize effectively. A
straightforward approach to enhancing training data diversity is through data manipula-
tion, which simultaneously increases data quantity. The basic idea in data-manipulation-
based DG methods is to expand the initial (a,b) pairs by introducing new (7'(a), )
pairs, where T'(.) represents a transformation, usually preserving the labels. Based on
the difference in transformation function, domain manipulation-based DG techniques

are categorized as either data augmentation or data generation.

Data augmentation is a technique to enhance the generalization capacity of ML models
and avoid over-fitting. Common augmentation techniques used in supervised learning
are rotation, flipping, cropping, scaling, adding noise, etc. They can also be applied for

DG without exception to improve generalization [71]. In addition to the typical aug-
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mentation methods applied in DG, other notable approaches include domain random-
ization [72—75]—introducing variability by randomizing environmental factors during
training—and adversarial domain augmentation [76], [77], [78], aiming to optimize
generalization by enhancing data diversity while ensuring reliability through a strate-

gic augmentation process.

Representation learning. Representation learning involves extracting meaningful fea-
tures from data. In conventional supervised learning, the goal is to learn a representa-
tion that minimizes the error in the training data. However, in DG, the target domain
remains unknown during training. Therefore, the representation needs to exhibit ro-

bustness to variations in the data distribution and capture domain-invariant features.

More formally, the optimization problem can be formulated as:

n}'cl’ign Exyy [,C(f(g(ﬂ?), y)) + /\»Creg] (2.1

Here f, g, A, and L,., denote the prediction function, representation function, tradeoff
parameter, and regularization term, respectively. The most popular domain generaliza-
tion methods fall into this category, specifically classified as Feature disentanglement

and Domain-invariant representation learning.

The primary goal of domain-invariant representation learning-based DG methods is to
acquire a representation that remains invariant to domain shift among source domains,
focusing on capturing the underlying domain-invariant information. The straightfor-
ward idea behind these methods is that features resilient to variations in source domains
will also be robust against shifts in any unseen target domains. This category of meth-
ods can be further classified into kernel-based methods, explicit feature alignment, and

domain adversarial learning.

Kernel-based methods [79-81] leverage a kernel function as the representation func-
tion, implicitly transforming original data into a higher-dimensional space where domain-

invariant features can be effectively extracted.

DG methods based on explicit feature alignment aim to reduce discrepancies between
source domains by explicitly aligning their feature distributions. This enables the learn-

ing of domain-invariant representations. Various metrics are employed to quantify
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distribution differences and guide alignment. Common metrics include minimizing
moments [82, 83], minimizing contrastive loss [84, 85], minimizing KL divergence

[86, 87], and minimizing maximum mean discrepancy [88, 89].

Domain adversarial learning is a commonly used technique in DG. Its primary objective
is to train a feature extractor and a domain discriminator adversarially to learn features
that are independent of specific domains. The concept is to align features so that the
domain discriminator cannot differentiate them. This discriminator can be designed as
a multi-class classifier [90, 91] or as a binary classifier for each domain [92]. Training
involves alternating between updating the feature extractor and the domain discrimina-
tor. Alternatively, a simplified approach involves a single-step update using a gradient
reversal layer (GRL)[93]. Domain adversarial learning techniques in DG can also be

integrated with other methods [86, 94].

In contrast to methods that enforce domain-agnostic representations, feature disentan-
glement, another representation learning-based DG method, aims to decompose fea-
tures into domain-invariant and domain-specific components. Generative learning and
multi-component analysis are two types of these methods, categorized based on their

network architecture and implementation strategies.

Generative learning methods [95, 96], on the other hand, utilize generative models to
learn a latent representation that encapsulates the domain-invariant features. These
models are trained to generate data samples from the latent representation, ensuring
that the generated samples retain the data’s essential characteristics while invariant to

domain-specific variations.

Multi-component analysis methods [97, 98] employ multiple neural networks to extract
domain-invariant and domain-specific features separately. One network focuses on
capturing the underlying concepts shared across domains, while the other concentrates

on capturing the distinctive characteristics of each domain.

Learning strategy. Besides representation learning and data manipulation methods,
several learning strategies have been developed to promote domain generalization. These
techniques aim to enhance the robustness of models against domain shifts by utilizing
tailored algorithms or training procedures. This class of methods can be broadly catego-

rized into three groups: self-supervised learning, ensemble learning, and meta-learning.
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Self-supervised learning techniques pre-train models on large amounts of unlabeled
data using pretext tasks that do not rely on task-specific annotations. These tasks en-
courage the model to learn generalizable representations that can be effective in dif-
ferent domains. A notable advantage of self-supervised learning is its applicability
in single-source and multi-source scenarios, eliminating the need for domain labels.
For instance, [99] exemplifies a study demonstrating the application of self-supervised

learning in domain generalization.

Ensemble learning combines multiple models trained on different domain-specific rep-
resentations or with diverse training strategies. This diversity can enhance the model’s
capture of shared information across domains. Various ensemble techniques exist, such
as domain-specific neural networks [100, 101], where each model specializes in a par-
ticular domain. The final prediction is obtained by combining the predictions of indi-
vidual experts weighted by their confidence. Another technique is weight-averaging
[102], where the predictions of multiple models trained on different source domains

are averaged, resulting in a less sensitive model to domain-specific biases.

Meta-learning aims to learn ”how to learn” by training a model to adapt quickly to new
domains encountered during testing. This objective is accomplished by partitioning the
data from the source domain into meta-train and meta-test sets to replicate domain shift.
Within this category, methods can be more specifically categorized into model-based
[103] approaches, optimization-based techniques [104], and metric-based methodolo-

gies [105].

2.4. Domain Generalization for Remote Sensing

While domain generalization in remote sensing has received limited attention, several
researchers have made noteworthy contributions. Zhu et al. [106] proposed SCSN, a
content-focused network with a dedicated loss function for improved cross-scene gen-
eralization. Luo et al. [107] introduced WHU-Mix, an extensive building dataset, and
BSM, an easily integrable domain generalization method for enhanced building extrac-
tion. Zhang et al. [108] presented LDGnet, a language-aware network that leverages
text descriptions to improve hyperspectral image classification. Gao et al. [109] devel-

oped LiCa, which aligns material distributions across scenes for robust pixel-wise clas-
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sification. Zheng et al. [110] proposed MMD-DRCN, which learns multi-source rep-
resentations and refines features through reconstruction for generalizable oil palm tree
detection. Zhao et al. [111] introduced DAD3GM, a model combining dual-attention
and deep discriminative feature learning for state-of-the-art hyperspectral image classi-
fication accuracy without labeled target samples. Liang et al. [112] introduced CCDR,
a method for single-domain generalization that improves remote sensing image seg-
mentation through domain randomization, outperforming other SDG methods in this
field. Wang et al. [113] proposed a technique using nonlinear sample generation for
hyperspectral cross-scene classification, with contrastive learning ensuring the quality
of the generated samples. Lizuka et al.[114] proposed the FOSMix method, which en-
hances domain generalization in remote sensing segmentation, with its components—
FM, OM, and regularization—ensuring superior segmentation performance. Qi et al.
[115] introduced MDGTnet for image classification, including loss function variations

such as intra-DUEB, inter-DCEB, and a classifier.
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3. DOMAIN GENERALIZED OBJECT DETECTION
FOR REMOTE SENSING

3.1. Introduction

In recent years, advancements in sensor technologies have significantly improved the
quality and quantity of high-resolution remote sensing images. These technological
strides have not only enhanced our ability to capture detailed images of Earth’s surface
but have also created new opportunities for automated analysis and interpretation of
these images. The ability to accurately detect and classify objects within these images
— such as airplanes, buildings, and ships — has become increasingly essential. Such
capabilities are particularly crucial in a variety of applications, including environmental
monitoring, hazard detection, urban planning, and change detection [116, 117], where

precision and reliability are paramount.

However, despite these advancements, object detection within remote sensing images
remains a formidable challenge in both remote sensing and computer vision. One of
the primary difficulties stems from the phenomenon of domain shift, where the per-
formance of data-driven models deteriorated due to discrepancies between the training
and testing data distributions. This issue, illustrated in Figure 3.1, is common in real-
world scenarios and can significantly impede the generalization capabilities of models.
Addressing this challenge often involves increasing the amount and diversity of train-
ing data, which, while helpful, can be both costly and time-consuming. Moreover, this
approach does not guarantee comprehensive coverage of all potential deployment sce-

narios and variations of objects.

Two widely adopted techniques to mitigate the effects of domain shift are DA and
DG. Both methods aim to align the data distributions across source and target domains,
thereby improving the model’s generalization performance. However, these techniques
differ in their approaches: DA requires access to target domain data during training,
whereas DG does not. Consequently, DG is often more demanding but also more re-
flective of real-world conditions, where the model must perform well on unseen data

from different domains.
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Despite the importance of this issue, research on domain generalization, particularly
in the context of remote sensing, has been limited. While there have been studies
on domain generalization in remote sensing images for various computer vision tasks
[106-111], there is a noticeable gap in research specifically focused on domain gen-
eralization for remote sensing object detection. This chapter aims to fill this gap by
proposing a novel technique for domain generalization that targets building detection
in remote sensing images. The proposed approach is designed to effectively handle
domain shift at both the image and instance levels. Additionally, it incorporates consis-
tency regularization to enhance domain invariance within the model, thereby improving
its robustness across different domains. To the best of our knowledge, this study rep-

resents the first attempt to explore domain generalization for remote sensing images in

the specific context of object detection.

Figure 3.1: Buildings from different cities (DFC23 dataset); from top-left to bottom-
right: Addis Ababa, New Delhi, Barcelona, Darwin (bottom-left), Brasilia,
and New York.
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3.2. Preliminaries

This section begins with an outline of the foundational mathematical concepts under-
pinning the Faster R-CNN model [4], which serves as the basis for the proposed DG
method. Subsequently, it delves into the essential components of the proposed DG

method designed for object detection.

Faster R-CNN. As outlined in Chapter 2, Faster R-CNN is a two-stage object detector
comprising three main components: shared convolutional layers at the base, a Region
Proposal Network (RPN), and an ROI-based classifier. The loss function for training
incorporates both the classifier loss for ROI and the RPN loss:

Edet = ‘Croi + ‘Crpn (31)

The training loss for both the ROI and RPN classifiers comprises two main components:
one evaluates the accuracy of classification by assessing predicted probabilities, and the

other improves bounding box localization through regression.

Object detection. Object detection involves modeling the posterior probability P(Y, O|z),
where z denotes the input image. Here O € R* represents the bounding box coordi-
nates of an object and Y € {1,..., M} indicates the category of the corresponding

object, where M denotes the total number of possible classes.

Domain generalization. Consider the collective distribution of training data utilized
in object detection, represented as Pp (Y, O, x), where D signifies the image domain.
When there is a domain shift, the distributions Pp, (Y, O, z) and Pp,(Y, O, z) differ,
withi # jandi,j € 1,..., N, with N being the number of training domains. The DG
approach aims to train an object detection model that can extract features invariant to
domain variations across these /V source domains, allowing it to perform effectively

on previously unseen target domain(s).

Image-level generalization. Utilizing Bayes’ formula, the joint distribution can be

decomposed in the following manner:

P(Y,0,z) = P(Y,Ol|z)P(x) (3.2)
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When considering covariate shift in object detection, the conditional probability

P(Y,O|z) remains constant across different domains. Nevertheless, the disparity be-
tween domains is due to variations in the marginal distribution P(z). Simply put, the
detector should yield consistent results across domains, ensuring that detection out-
comes remain unchanged regardless of the image’s domain. Within the Faster R-CNN
framework, the image representation x is synonymous with the resultant feature map
stemming from the initial convolutional layers. Consequently, in addressing domain
shift, it is imperative to uphold similarity in the distribution of these image representa-

tions across diverse domains.

Instance-level Generalization. Conversely, the joint distribution can also be decom-

posed in the following manner:

P(Y,0,z) = P(Y|0,2)P(O, z) (3.3)

Under the covariate shift, the conditional probability P(Y|O, z) remains consistent
across diverse domains, resulting in a change within the domain distribution in the
marginal P(O,z). This indicates that there is a preservation of semantic coherence
across domains: the category labels of an object should remain consistent if it is present
in the same image region, regardless of the domain. Therefore, we aim to maintain
consistency in the distribution of instance representations across domains. The instance
representation (O, ) specifically refers to the characteristics extracted from the image

region.

3.3. Proposed Method

Image-level Domain Generalization: A method is presented to address domain shift
specifically at the image level. Within Faster R-CNN with FPN, the backbone network
is responsible for producing five distinct levels of feature maps, as depicted by the green
rectangle in Figure 3.2. The initial feature map, serving as the image representation,
undergoes further processing through convolution and fully connected layers to enable

domain classification at the image level.

Let I,, denote the n™ of N training images, D, its corresponding domain label from

| D| possible domains, and p,, the |D|-length vector of predicted probabilities of the
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Figure 3.2: An outline of the suggested Domain Generalized Faster R-CNN network,
where RPN stands for region proposal network, Conv for convolutional

layer, FC for fully connected layer, and GRL for gradient reversal layer.

domain of the image. By employing cross-entropy loss, it is possible to construct the

loss function for domain classification at the image level in the following manner:

N
'Cdimg = - Z an' log(pn)a (34)
n=1

The function 1 denotes the one-hot vector indicator.

Aligning image-level representations is generally effective in minimizing the impact of
global image differences, such as scale, illumination, and style, thereby reducing the

disparity between images.

Instance-level Domain Generalization: ROI-based feature vectors are processed through
fully connected layers for instance-level domain classification to reduce domain shift

at the instance level.

Let p,, ., represent the predicted domain of the m-th region proposal in the n-th image.
Let N and M denote the number of images and objects in the training batch, respec-
tively, and let D,, represent the domain label of the n-th image. The instance-level

domain classification loss, using cross-entropy loss, can be formulated as:

N M
‘cdins = - Z Z an- log(pn,m)' (35)

n=1m=1
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where 1 is the one-hot vector indicator function. Aligning the instance-level represen-
tations can mitigate differences between local instances, such as variations in object

appearance, size, viewpoint, and so on.
Consistency Regularization:

Furthermore, a consistency regularization method is employed to ensure coherence be-
tween the domain classifications at the image and instance levels. Specifically, the
prediction from the image-level domain classifier must match the prediction from the

instance-level domain classifier for each instance within the image.

Let p,, and p,, ,, denote the predicted domain of n-th image and m-th region proposal
in the n-th image, respectively. By using mean square error, the consistency loss can

be written as:

1 N M ,
'Ccons = W Z Z(pn - pn,m) (36)

n=1m=1
Network Architecture: An outline of the proposed network is depicted in Figure 3.2.
To train the network adversarially, a GRL [93] is used. The features are passed through
the GRL before being fed into the domain classifier network. When the features pass
through the GRL layer, the gradient sign is reversed to optimize the network. The sum
of the Faster R-CNN loss and the losses associated with domain generalization deter-

mines the final training loss. This loss function is expressed in the following equation:

L= Ldet + aLimg + BLins + ’YLcst (37)

where «, (3, and ~ are empirically set trade-off parameters for image-level, instance-

level, and consistency regularization losses, respectively.

3.4. Experiments

3.4.1. Dataset

In the context of the IEEE DFC 2023 dataset [118], a large-scale remote sensing im-
age dataset has been provided for detecting building roof types. The dataset includes
images from the SuperView-1 and Gaofen-2 satellites, which offer spatial resolutions
of 0.5m and 0.8m, respectively. Each image has dimensions of 512x512 pixels and

was collected from seventeen different cities across six continents, labeled according
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to twelve distinct categories of roof types. Each city represents a unique domain in
the dataset. Tables 3.1 and 3.2 present the distribution of images and instances across

continents and cities, as well as the distribution of roof type categories.

Table 3.1: Distribution of images and instances across various cities on different con-

tinents.
Continent City # of images | # of instances
AddisAbaba 57 4871
Africa
NewDelhi 135 5929
Suzhou 437 8961
Asia
Tokyo 475 15617
Barcelona 227 20160
Berlin 566 22232
Europe Copenhagen 314 16372
Portsmouth 155 19362
Darwin 230 9985
Austria
Sydney 36 951
Brasilia 248 9864
Rio 97 8836
S. America
SaoPaulo 116 12384
SaoLuis 30 9645
NewYork 198 13528
N. America
Jacksonville 291 6176
SanDiego 108 9390
Total 3720 194263

3.4.2. Experiment Setup

Table 3.2 demonstrates a significant imbalance in the distribution of roof types within
the dataset. Two strategies are implemented to address this imbalance and prioritize

domain generalization: the two-roof types and building-only settings.
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Table 3.2: Distribution of roof type categories in the IEEE DFC 2023 dataset, showing

the number of instances and their respective percentages.

No | Roof type category | # of instances | Percent
1 Flat 109640 56,44
2 Gable 57426 29,56
3 Gambrel 5087 2,62
4 Row 87326 0,49
5 Multiple eaves 738 0,38
6 Hipped vl 4320 2,22
7 Hipped v2 10220 5,26
8 Mansard 510 0,26
9 Pyramid 1520 0,78

10 Arched 833 0,43
11 Revolved 154 0,08
12 Other 2872 1,48

Total 194263 100

Two-roof types Setting: This approach retains only the two most prevalent roof types,
Flat and Gable, while excluding all other categories. Three cities from Asia are selected
for model validation, and four cities from South America are designated for testing. The

training set comprises images from the remaining cities.

Building-Only Setting: In this approach, all 12 distinct roof types are consolidated
into a single class, representing buildings as a whole. For this setting, a three-fold
cross-validation experiment was conducted to validate the cross-domain performance
of the model. The first fold followed the same setup as in the two-roof types setting,
with cities from Asia for validation and cities from South America for testing. In the
second fold, cities from Asia were used for validation, and cities from North America
for testing. In the third fold, European cities were used for validation, and Asian cities

were used for testing.

Three experiments—a lower baseline, an upper baseline, and domain generalization—

are conducted to compare and evaluate the proposed domain generalization method.
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Lower baseline: This experiment employs the standard Faster R-CNN object detec-
tion method without incorporating any domain generalization techniques. The optimal
model is selected based on performance metrics from 80% of the validation set, and its

effectiveness is assessed using 80% of the test set.

Oracle: This experiment aims to establish the upper limit of performance. Unlike the
lower baseline, 20% of the validation dataset and 20% of the test dataset are included

in the training data.

Domain generalization: This experiment employs the proposed domain generaliza-
tion technique. The neural network undergoes training using the training dataset, vali-
dation using 80% of the validation dataset, and performance evaluation using 80% of
the test dataset. Moreover, findings are presented for various configurations involving
image-level and instance-level domain alignments alongside consistency regulariza-

tions.

Training: Based on empirical observations, the tradeoff parameters were configured
asa = 0.1, 8 = 0.1, and v = 0.1. Early stopping was employed with a patience of 10
epochs to prevent overfitting. Stochastic Gradient Descent (SGD) was chosen as the
optimizer with specific configurations: a weight decay of 0.0001, momentum of 0.9,
learning rate of 0.01, and a batch size of 16. The experiments were conducted using
the Torchvision Faster R-CNN library of PyTorch framework, utilizing an NVIDIA
GeForce GTX 1080 Ti equipped with 12 GB of GPU memory.

3.4.3. Results

The proposed method was assessed using the mean average precision (mAP) metric,
measured both at a single threshold (0.5: mAP@50) and across multiple thresholds (0.5-
0.95: mAP). The results, presented in Table 3.3 and Table 3.4, demonstrate consistent
enhancements in performance over the baseline (Faster R-CNN) with both instance-
level and image-level domain generalization techniques. Specifically, in the buildings-
only setting, instance-level generalizations outperformed image-level generalizations,
whereas image-level generalization achieved greater performance improvements in the
two-roof types setting. The highest performance gains were observed when combining

instance-level and image-level domain generalization techniques. Furthermore, consis-
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Table 3.3: mAP and mAP ata 0.5 [oU threshold results on the IEEE DFC 2023 dataset
for the two predominant categories: Flat and Gable. All other roof types

are excluded from the dataset.

Method image instance consistency | mAP mAP@S0
Faster R-CNN (lower baseline) 4.6 9.1
Faster R-CNN (oracle) 12.3 21.9
v 5.9 11.7
DGFRCNN-RS(proposed) v 52 10.5
v v 6.8 133
v v v 7.1 14.2

tency regularization further bolstered performance in both scenarios. More specifically;
Two-roof types setting

In the two roof types setting, the lower baseline achieved an mAP of 4.6 and a mAP@50
of 9.1. The proposed domain generalization method significantly outperformed the
baseline, with image-level generalization alone yielding an mAP of 5.9 and a mAP@50
of 11.7. Instance-level generalization reached an mAP of 5.2 and a mAP@50 of 10.5.
The combined approach resulted in an mAP of 6.8 and a mAP@50 of 13.3. Finally, the
addition of consistency regularization improved the results further, achieving an mAP

of 7.1 and a mAP@50 of 14.2.
Building-only setting

The results of the three-fold cross-validation experiments in the building-only setting
are presented in Table 3.5. The performance of the proposed domain generalization
method (DGFRCNN-RS) is compared against the lower baseline (standard Faster R-
CNN) and the upper baseline (oracle). The lower baseline, which uses the standard
Faster R-CNN object detection method without any domain generalization techniques,
shows an average mAP of 14.57 and an average mAP@50 of 30.7. These results indi-
cate the basic performance level of the model without any enhancements for domain
generalization. The results across the three folds show some variability, which is ex-

pected due to differences in the validation and testing domains.
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Table 3.4: Cross validation experiment results for building detection using different

folds with the proposed DGFRCNN-RS model. Each fold used images from

different continents for training, validation, and testing. The performance

metrics reported include mAP and mAP at a 0.5 loU threshold (mAP@50).

image | instance | consistency mAP mAP@50
Faster R-CNN (lower baseline)
Fold 1 10.6 223
Fold 2 18.3 36.1
Fold 3 14.8 33.7
Average 14.57 £3.86 | 30.7 £7.37
Faster R-CNN (oracle)
Fold 1 18.9 35.8
Fold 2 22.9 45.6
Fold 3 20.4 40.5
Average 20.73 £2.02 | 40.63 +4.9
DGFRCNN-RS (proposed)
Fold 1 10.8 22.7
Fold 2 v 18.6 36.9
Fold 3 15.6 34.6
Average 15+£3.93 314+ 74
DGFRCNN-RS (proposed)
Fold 1 1.1 22.9
Fold 2 v 18.8 37.7
Fold 3 15.2 29.9
Average 15.03 £3.85| 30.17+74
DGFRCNN-RS (proposed)
Fold 1 11.2 23.1
Fold 2 v v 18.9 37.1
Fold 3 15.8 30.8
Average 15.3 £3.87 | 30.33 £ 7.01
DGFRCNN-RS (proposed)
Fold 1 11.5 234
Fold 2 v v v 19.2 383
Fold 3 16.3 32.6
Average 15.67 £ 3.89 | 31.43 +7.52
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The Oracle experiment, which includes a portion of the validation and test data in the
training set, sets an upper-performance limit with an average mAP of 20.73 and an
average mAP@50 of 40.63. This significant improvement over the lower baseline
highlights the potential performance gains if the model had prior knowledge of the

target domains.

The proposed DGFRCNN-RS method consistently improves over the lower baseline,
incorporating image-level, instance-level, and consistency regularization techniques.
The average mAP and mAP@50 across the three folds for the DGFRCNN-RS are 15.67
and 31.43, respectively. This demonstrates the effectiveness of the domain generaliza-
tion approach in enhancing model performance when dealing with diverse and unseen

domains.

Overall, these findings underscore the efficacy of the proposed domain generaliza-
tion approach, particularly when combining instance-level and image-level techniques,

which is further enhanced by consistency regularization.

3.4.4. Ablation Study

The ablation study presented in Table 3.5 evaluates the impact of different weights
(o, B8, 7) on the model’s performance metrics, specifically mAP and mAP at a 0.5 ToU
threshold (mAP@50). The results indicate that the highest mAP (11.5) and mAP@50
(23.4) is achieved when all three weights («, 3, and ) are set to 0.1. This balanced
setting appears to optimize the contributions of image-level, instance-level, and con-
sistency regularization losses, resulting in improved overall performance. Conversely,
significantly altering any single weight (e.g., « = 0.4 or § = 0.4) tends to degrade
performance, suggesting that a balanced approach is most effective for this model and

dataset.

Given these findings, experiments with the validation set are suggested to identify the
optimal values for these variables. By systematically testing different weight combina-
tions on the validation set, one can tailor the model’s performance to better suit their

specific data and application requirements.
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Table 3.5: Results of the ablation study for weights o, 5, and v in Equation 3.7, show-
ing the impact on mean average precision (mAP) and mAP at a 0.5 IoU

threshold (mAP@50) for the proposed DGFRCNN-RS model.

o 6] v mAP | mAP@50
0.025 | 0.1 0.1 11.2 22.8

0.1 0.1 0.1 11.5 234

0.4 0.1 0.1 11.4 23

0.1 |0.025| 0.1 10.5 23

0.1 0.4 0.1 10.4 22.1

0.1 0.1 |0.025| 11.2 229

0.1 0.1 0.4 10.3 22.1

3.4.5. Conclusion

A domain generalization method is introduced in this chapter to tackle domain shift
at both the instance and image levels in remote sensing image object detection. Ad-
ditionally, a consistency regularization technique is proposed to enhance the domain-
invariance of the generalization model. The effectiveness of the proposed approach is
evaluated using the IEEE DFC 2023 dataset in two different settings: one where all 12
different roof types are treated as buildings and another where only the two predom-
inant categories, Flat and Gable, are considered. In both cases, the findings indicate
that aligning source and target domains at both instance and image levels significantly
boosts performance. Furthermore, even greater performance improvements result from
combining both alignment types. These results are further enhanced by consistency reg-
ularization. Various domain alignment approaches will be explored, and the proposed

method will be evaluated on different datasets in future work.
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4. ADOMAIN GENERALIZED MASK R-CNN FOR
BUILDING INSTANCE SEGMENTATION

4.1. Introduction

Thanks to advances in sensor technologies, high spatial resolution remote sensing im-
ages have proliferated and have become more accessible, paving the way for more
complex processing such as object detection and instance segmentation. Object de-
tection means locating and classifying objects using bounding boxes, while instance
segmentation is a step further and generates pixel-level masks that accurately outline
the shape of each object instance. The ability to segment objects of interest at pixel-
level precision has direct applications in urban planning as building [119] and vehicle

detection [120], in maritime traffic monitoring ship detection [121].

Figure 4.1: Buildings from different cities (DFC23 dataset); from top-left to bottom-
right: Addis Ababa, New Delhi, Barcelona, Darwin (bottom-left), Brasilia,
and New York.
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Instance segmentation approaches are generally categorized as either top-down, bottom-
up or direct [122]. While top-down approaches such as Mask R-CNN [8] first detect
then segment, bottom-up strategies, first segment and then cluster into instances [123].
Finally, direct methods conduct pixel aggregation and prediction concurrently [124].
Top-down methods — with Mask R-CNN variants in particular — have gained significant
popularity due to superior performance against complex scenes and object distributions.
In the particular context of building instance segmentation, boundary optimization with
context-aware modules has been recently investigated [119]. Moreover, instance seg-
mentation methods have also been adapted to hyperspectral remote sensing images
[125] in combination with spectral-spatial FPNs. Composite dual backbones have fur-

ther been explored [126].
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Figure 4.2: An outline of the proposed Domain Generalized Mask R-CNN model
where FPN, RPN, Conv, FC, and GRL denote feature pyramid network,
region proposal network, convolutional layer, fully connected layer, and

gradient reversal layer, respectively.

Nevertheless, real-world applications frequently encounter a challenge known as do-
main shift, where the performance of a data-driven model deteriorates due to disparities
between the training (source) and testing (target) data distributions (Fig. 4.1). Expand-
ing the volume and variety of training data is a possible approach to mitigate this issue,
but it can be expensive and time-consuming. Furthermore, it does not guarantee that ev-

ery possible deployment scenario and object variation will be adequately represented.
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The issue of domain shift has been tackled in cutting-edge research through diverse
forms of TL, such as knowledge distillation [127], and predominantly through DA
[126], which modifies parameters learned from a training domain to work better in
the new test domain, given some example data from it. In contrast, DG refers to the
setting where no such example test domain data is accessible and aims to learn a single
model from one or several different but related domains that can perform well on un-
seen test domains. However, DG has received limited attention in the context of remote

sensing [106, 107, 110, 128].

This study takes the first step toward a domain-generalized model for building instance
extraction from remote sensing images. Following a top-down instance segmenta-
tion paradigm, a Mask R-CNN model is equipped with image-level, instance-level,
and pixel-level domain adversarial modules to promote extracting domain-invariant
features. The proposed approach is validated through the 2023 IEEE DFC dataset
[10], where preliminary results obtained in the context of cross-continent generaliza-

tion show superior performance over the baseline Mask R-CNN.

4.2. Domain generalized Mask R-CNN

Mask R-CNN [8] is an extension of Faster R-CNN, for instance segmentation. Mask R-
CNN is a two-stage detector that employs ResNet-50 [129] as a backbone and an FPN
[42] as the neck to extract multi-scale features. An RPN proposes candidate object
regions, refined by an ROI classifier for semantic class, bounding box, and pixel-wise
mask predictions uniquely to Mask R-CNN. Its training optimizes a combined loss

comprising object detection and mask prediction losses,
Edet = Er}m + ['bom + Lmaskv (41)

where L,,, penalizes region proposals, Ly, guides bounding box regression and clas-

sification, and L,,,s, addresses pixel-wise mask predictions.

This chapter proposes to equip Mask R-CNN with additional domain alignment mod-
ules that encourage the model to learn domain-invariant features. These modules oper-

ate at three levels: image, instance, and mask.

Image-level Domain Alignment: In FPN-equipped Mask R-CNN, the backbone net-

work generates multi-scale feature maps, and their first level is employed for content
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representation purposes during image-level alignment. This representation is subse-
quently processed through convolutional and fully connected layers for adversarial do-

main classification.

Let I,, denote the n™ of N training images, D,, its corresponding domain label from
| D| possible domains, and p,, the |D|-length vector of predicted probabilities of the
domain of the image. By employing cross-entropy loss, the loss for image-level domain

classification can be expressed as:

N
Ldimg = - Z an' log(pn)a (42)
n=1
Here 1 denotes the one-hot vector indicator function.

Aligning image-level representations effectively reduces the shift between images by
mitigating the influence of global image differences such as style, scale, and illumina-

tion [14].

Instance-level Domain Alignment: To address domain shift at the instance level, ROI-
based feature vectors processed through fully connected layers are utilized for instance-

level domain classification.

The goal of DG is to improve domain-independent parameters across the model. This
means that any domain-related information should not be contained in instance-level
features. To ensure this, a loss function is included to penalize the presence of domain

information in instance features:

N M
Edbox = - Z Z an' log(pn,m> (43)

n=1 m=1

Here, N and M represent the numbers of images and instances in the training batch, re-
spectively. By aligning the representations at the instance level, we can alleviate differ-
ences between local instances, such as variations in object appearance, size, viewpoint,

and so on [130].

Pixel-level Domain Alignment: A strategy that focuses on aligning pixel-wise rep-
resentations across different domains is proposed to address domain shift at the pixel
level. The segmentation masks produced by the Mask R-CNN model are leveraged to
extract pixel-level features. These features are then processed through additional layers

for domain classification at the pixel level.
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Similar to instance-level domain alignment, a loss function is included to penalize the
presence of domain information in the mask pixels to improve domain-independent

parameters at the pixel level across the model:

N M H W

Edmask - - Z Z Z Z an' log(pn,m,h,w>7 (44)

n=1m=1 h=1 w=1
where N, M, W, and H represent the numbers of images and instances in the training

batch and the width and height of the mask features, respectively.

Network Architecture: The proposed network is shown in Fig. 4.2. To train the net-
work through an adversarial approach, a GRL [93] is employed, reversing the loss
gradient sign during training. Features are subjected to the GRL before input into the
domain classifier network. The total training loss is calculated as the sum of the original

Mask R-CNN loss and the newly introduced domain generalization losses:

L= ‘Cdet + aﬁdimg + ﬁ‘cdboaz + Pyﬁdmaska (45)

where L is the Mask R-CNN loss. The hyperparameters «, (3, and ~ represent the
weights assigned to image-level, instance-level, and pixel-level adversarial domain

losses and are set empirically to improve performance.

4.3. Experiments

4.3.1. Dataset

In the IEEE DFC 2023 dataset [10], a comprehensive dataset of remote sensing images
is provided to identify various building roof types. The images were acquired from
the SuperView-1 and Gaofen-2 satellites, each providing spatial resolutions of 0.5 m
and 0.8 m, respectively. The dataset comprises images with a spatial size of 512 x 512
pixels, collected from 17 distinct cities spanning six continents. Each city represents
a unique domain. These images have been meticulously annotated, each assigned to
one of twelve distinct categories of roof types. However, this dataset was employed for
building segmentation for this thesis’ research. All 12 distinct categories were treated
as a single class, representing buildings, to avoid dealing with the class imbalance issue,

as the primary emphasis is on domain generalization.

40



Table 4.1: Distribution of images and instances across various cities on different con-

tinents.
Continent City # of images | # of instances
AddisAbaba 57 4871
Africa
NewDelhi 135 5929
Suzhou 437 8961
Asia
Tokyo 475 15617
Barcelona 227 20160
Berlin 566 22232
Europe Copenhagen 314 16372
Portsmouth 155 19362
Darwin 230 9985
Austria
Sydney 36 951
Brasilia 248 9864
Rio 97 8836
S. America
SaoPaulo 116 12384
SaoLuis 30 9645
NewYork 198 13528
N. America
Jacksonville 291 6176
SanDiego 108 9390
Total 3720 194263

4.3.2. Experiment Setup

A three-fold cross-validation experiment was conducted to evaluate the model’s cross-
domain performance. In the first fold, three cities from Asia were selected for valida-
tion, and four cities from South America were designated for testing. In the second
fold, Asian cities were used for validation, with cities from North America used for
testing. In the third fold, European cities were used for validation, while Asian cities

were used for testing.

Three experiments—a lower baseline, an upper baseline, and domain generalization—
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are conducted to compare and evaluate the proposed domain generalization method.

Lower baseline: This experiment uses the standard Mask R-CNN object detection
method without applying any domain generalization techniques. The model is opti-
mized based on performance metrics from 80% of the validation set and evaluated on

80% of the test set.

Oracle: This experiment establishes the upper performance bound. Unlike the lower
baseline, it incorporates 20% of both the validation and test datasets into the training

data.

Domain generalization: This experiment employs the proposed domain generaliza-
tion method. The neural network is trained on the training dataset, validated on 80% of
the validation dataset, and evaluated on 80% of the test dataset. Additionally, results are
presented for various configurations involving image-level, instance-level, and pixel-

level domain alignments.

4.3.3. Results

The proposed approach was assessed using the mAP metric with both a single thresh-
old (0.5: mAP@50) and multiple thresholds (0.5-0.95: mAP). The experiments were
conducted using a three-fold cross-domain setup to ensure the robustness of the domain

generalization model.

As presented in Table 4.2, the cross-validation results demonstrate that the proposed
method consistently outperforms the baseline Mask R-CNN across different folds. Specif-
ically, when compared against Mask R-CNN (the baseline), the approach achieved aver-
age performance gains of +0.96%, +0.63%, and 0.5% using image-level, instance-level,
and pixel-level alignments, respectively, with respect to mAP at a 0.5 threshold of In-
tersection over Union (IoU). However, when combining all three alignment strategies,
the performance still surpassed the baseline, albeit slightly lower than the performance

achieved with only image-level alignment.

The results indicate that each alignment strategy contributed to the overall performance
improvement, demonstrating the effectiveness of domain generalization techniques in
remote sensing image analysis. The image-level alignment showed the highest indi-

vidual improvement, suggesting that variations in the overall image appearance across
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Table 4.2: Cross validation experiment results for building detection using different

folds with the proposed DGMaskRCNN model. Each fold used images

from different continents for training, validation, and testing. The per-

formance metrics reported include mAP and mAP at a 0.5 IoU threshold

(mAP@50).
image | instance | pixel mAP mAP@50
Mask R-CNN (lower baseline)
Fold 1 11.3 23.8
Fold 2 19.4 38.7
Fold 3 15.7 323
Average 15.47 +£4.06 | 31.6 +7.47
Mask R-CNN (oracle)
Fold 1 20.8 42.5
Fold 2 24.3 49
Fold 3 20 39.9
Average 2174229 | 43.8 £4.69
DGMaskRCNN(proposed)
Fold 1 12 25.4
Fold 2 v 20.5 40.7
Fold 3 16.8 31.9
Average 16.43 £ 4.26 | 32.67 = 7.68
DGMaskRCNN(proposed)
Fold 1 11.9 25.2
Fold 2 v 19.8 40
Fold 3 16.6 32.1
Average 16.1 £3.97 | 3243 +7.41
DGMaskRCNN(proposed)
Fold 1 11.7 242
Fold 2 v v 19.9 40.8
Fold 3 16.3 31.7
Average 1597 +£4.11 | 32.23 £8.31
DGMaskRCNN(proposed)
Fold 1 11.4 24.6
Fold 2 v v v 20.4 40.7
Fold 3 16.8 31.83
Average 16.2 £4.53 | 32.38 + 8.06
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different domains significantly impact the model’s performance. Instance-level align-
ment also contributed positively, indicating the importance of adjusting for differences
at the object level within images from various domains. While contributing the least
among the three, Pixel-level alignment still provided a measurable enhancement, high-

lighting the need to account for fine-grained variations at the pixel level.

When all three alignment strategies were combined, the performance gains were cu-
mulative but not entirely additive, suggesting some level of redundancy or interaction
between the methods. Despite this, the combined approach still outperformed the base-
line Mask R-CNN, reaffirming the robustness of the proposed domain generalization

techniques.

These results underscore the potential of integrating multiple levels of domain align-
ment to improve model generalization in remote sensing applications. Future work
could explore optimizing the balance between these strategies to further enhance per-
formance and investigate other potential alignment techniques or loss functions that

might better capture the domain invariances present in remote sensing data.

The findings from this experiment are promising. They show clear improvements in
model performance through the application of domain generalization techniques. These
advancements contribute to the broader goal of developing more reliable and versatile
remote sensing models capable of performing well across diverse and unseen environ-

ments.

4.3.4. Ablation Study

The ablation study aims to investigate the impact of varying the loss weights «, 3, and
~ in Equation 4.5 on the model’s performance, specifically focusing on the mAP and

mAP at a 0.5 IoU threshold (mAP@50) metrics.

The results, presented in Table 4.3, demonstrate how different combinations of these
weights affect the DGMaskRCNN model’s ability to generalize. The highest perfor-
mance, with an mAP of 11.5 and mAP@50 of 23.4, was observed when all three
weights were set to 0.1. This suggests that a balanced emphasis on the different com-

ponents of the loss function contributes to optimal performance.

When « is increased to 0.4 while keeping 5 and ~ constant at 0.1, the mAP slightly
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drops to 11.4, indicating a marginal decrease in performance. A similar decrease is seen
when ~ is increased to 0.4 (mAP of 10.3), suggesting that the model’s performance is

sensitive to the weighting of these components.

Table 4.3: Results of the ablation study for weights o, 3, and «y in Equation 4.5, show-
ing the impact on mAP and mAP at a 0.5 loU threshold (mAP@50) for the
proposed DGMaskRCNN model.

a 3 v | mAP | mAP@50
0025| 0.1 | 0.1 | 109 | 239

0.1 0.1 0.1 11.5 234

0.4 0.1 0.1 11.4 23

0.1 |0.025 | 0.1 10.5 23
0.1 0.4 0.1 10.4 22.1
0.1 0.1 |0.025| 11.2 22.9
0.1 0.1 0.4 10.3 22.1

Interestingly, when £ is increased to 0.4 with the other weights at 0.1, the model’s mAP
decreases more significantly to 10.4, indicating that the balance between these weights
is crucial for maintaining performance. Conversely, reducing « or v to 0.025 results
in a noticeable drop in mAP, further emphasizing the importance of maintaining these

weights at certain levels for optimal performance.

Overall, the results from this ablation study indicate that the weights in Equation 4.5
play a critical role in determining the model’s effectiveness. Careful tuning of these
parameters is essential to achieve the best possible performance for the DGMaskRCNN

model.

4.4. Conclusion

This study is the first attempt to equip an instance segmentation model with domain
generalization. This has been achieved by adding three domain adversarial modules at

image, instance, and mask levels through the use of GRLs. The preliminary results are
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promising, as they improve the effectiveness of the standard Mask R-CNN, showing
that the method can actually learn domain-invariant features. Future work could ex-

plore consistency loss, promoting identical domain predictions at each alignment level

and addressing the covariate shift assumption.
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5. CONCLUSION

This thesis has introduced novel approaches to address the challenges of domain gen-
eralization for instance segmentation and object detection in remote sensing. The re-
search focused on developing and evaluating domain generalization techniques that
operate at multiple levels—image, instance, and pixel—integrated with consistency

regularization to enhance model performance across diverse domains.

The proposed domain generalization method exhibits substantial advancements over
baseline models in object detection. The results indicate that instance-level generaliza-
tion techniques outperform image-level techniques in buildings-only datasets, while
image-level generalizations are more effective in scenarios with varied roof types. The
combination of instance-level and image-level techniques, further reinforced by con-
sistency regularization, leads to the highest performance gains. Specifically, in the
buildings-only setting, the integration of these techniques achieves the best mAP and

mAP@50 scores, demonstrating the robustness of the approach.

For instance segmentation, the study introduces a domain generalized Mask R-CNN
model equipped with domain adversarial modules at the image, instance, and mask lev-
els. The results from the IEEE Data Fusion Contest 2023 dataset demonstrate improve-
ments in model performance through the application of these domain generalization
techniques. The image-level alignment strategy contributes the most to performance
enhancement, followed by instance-level and pixel-level alignments. The combined ap-
proach of these strategies, although not entirely additive, still outperforms the baseline,

reaffirming the efficacy of the proposed techniques.

The results obtained from experiments in object detection and instance segmentation
highlight the effectiveness of multi-level domain alignment strategies in enhancing the
generalization ability of models for remote sensing tasks. These advancements con-
tribute to the broader goal of developing more reliable and versatile remote sensing

models capable of performing well across diverse and unseen environments.

Future work can explore optimizing the balance between alignment strategies and inves-
tigating additional techniques or loss functions that better capture domain invariances.

Moreover, applying consistency loss to promote identical domain predictions at each
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alignment level and addressing the covariate shift assumption could further enhance

the robustness of these models.

In conclusion, this thesis has made significant contributions to the field of domain gen-
eralization in remote sensing, providing a foundation for future research to build upon

and further improve the generalization capabilities of remote sensing models.
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